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Chapter


1


About Voice-Data Integration





Client/server computing has had a powerful impact on how businesses use information. It has enhanced productivity, revolutionized computer networking, and restructured the computer industry.


A new technology on the horizon is poised to bring even more change to how business information is shared. Voice-data integration and networked multimedia will have a tremendous impact on users, network managers, and computing and network infrastructures.


Some call the telephone "the next hot peripheral for the PC."


This new technology brings challenges due to the different needs of voice and data. Two-way voice communication requires predictable round-trip transmissions with very little delay. This contrasts with data transmissions, which can be sent as bandwidth is available. And, network managers want the ability to dynamically allocate network bandwidth between the two so that network capacity is used efficiently.�
�INCLUDEPICTURE "../../../../../../../../../../projects/ncr/overview.wmf" \* MERGEFORMATINET \d ��
�
Hint: The glossary at the end of this booklet provides definitions for new terms you may see or hear when dealing with voice-data integration.


History of voice-data integration


In the past, computer-telephone integration (CTI) allowed sounds to be used to control computer applications. This provided support for voice-mail systems and data retrieval based on data entered on the telephone. When a phone system tells you to "Enter your account number now, followed by the pound sign," you are using a CTI system.


In a sense, CTI was an early attempt at integrating voice and data. However, it was limited to a certain class of applications. Now, voice-data integration is moving in a new direction. 


Voice is being sent over the data network with the goal of reducing telephone service costs, opening the door for new types of integrated applications.


Why integrate voice and data?


Voice-data integration involves sending audio and computer data over the same physical lines, using the same networking equipment to direct the flow of both types of data. 


Companies may also want to send other data, such as video and faxes, over an integrated network. "Networked multimedia" is the term we use to refer to the integration of various types of data on the same network.


Reducing costs


The major goal of voice-data integration is to reduce costs in several ways:


Cut long-distance costs. By sending voice and fax communications over the data network, a company can greatly reduce long distance charges for intra-company calls. Some organizations stand to save as much as 40% of their telephone service costs. 


In addition, some voice-data integrate solutions provide long-distance calling outside the company for the cost of a local call to cities where the company has offices.


Reduce equipment costs. Companies that currently lease or purchase separate equipment for voice and data traffic can reduce costs by combining these networks. For example, dedicated circuits, leased lines, routers, and other equipment can be shared.


Support for new applications


The integration of voice, data, and video is driving the development of many new types of applications. Here are a just few:


Multimedia Mail: E-mail with attached voice and video messages. Eventually, the voice or video will be the primary message while the attached text is supplemental.


Desktop Videoconferencing: Videoconferences using desktop computers can provide views of both the participants and the computer information they want to share, such as graphics and spreadsheets.


Telecommuting: Multimedia messaging is improving communication with telecommuters, making virtual offices even more common.


Distance Learning: Training will become less costly with teachers no longer required to be in the same room as the students.


Information Kiosks and Point-of-Sale Systems: Static systems can be replaced with systems that provide human contact and real-time information via computer.


Interactive Customer Support: Support personnel will be more effective because of their ability to interact directly with customers.


Integrated Messaging: Voice, fax, and e-mail messages may be received by a person's chosen method—by phone, fax relay, e-mail, or pager.


Advanced Voice Response Systems: Voice commands will be able to control computer systems in more powerful ways.


Remote Medical Consultations: Medical experts will be consulted remotely. They will be able to view high-resolution scans or x-rays on the computer while discussing a case with the doctor on the scene.


Video-on-Demand: Employees will be able to access training and other videos on their computers from a corporate video server.


LAN TV: Companies will be able to broadcast company meetings to remote offices over the data network, reducing costly satellite time and providing better security.


Interactive Games: Computer games that allow players to speak with each other over the data network will become popular.


Quality of Service-based Charges: ISPs will be able to bill extra for premium voice-transfer services.


Of course, there will be other, unforeseen applications, just as many of the ways we use the Internet today were unforeseen when the network was created. Companies with integrated voice and data networks will be well-positioned to make use of these exciting new applications.


Factors that affect audio quality


One major difficulty with voice-data integration has been the quality of the sound. There are several factors that affect the quality of sound that is transmitted across a network:


Delay jitter


Latency


Compression


Delay jitter


The big difference between voice and data is not how they are encoded or transmitted—it's how you receive them. When you browse the Web, it doesn't matter to you if the text and graphics are coming to you at a speed that varies. Maybe you'd like it to arrive faster overall, but it's generally only a little frustrating if you get different size "clumps" of information after varying amounts of time.


However, when you listen to someone, you need to receive sounds at a steady rate that matches the speed at which the person is speaking.
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If an application receives data at a steady rate, it can play the sound without quality problems. Variation in the delay experienced by data is called "delay jitter." Voice transmissions sound bad even if the delay jitter is small.


To accommodate for delay jitter, applications typically buffer the amount of data they need to deliver during the largest likely jitter interval. For example, if the largest expected jitter interval is one second, an application will store one second worth of data before sending it to an output device (such as a phone or speaker). By the time the application has played the second of sound, the buffer should contain another second of sound.


Such buffering reduces the effects of jitter in the same way a shock absorber reduces the effects of bumps in the road; as long as the delay jitter is smaller than the buffer size, jitter won't hurt the quality of a one-way voice transmission.


Some devices can detect the amount of jitter and dynamically adjust the buffer size to optimize voice transmission.


Latency


In addition to jitter—the variation in the delay—two-way applications such as a telephone conversation are affected by the total delay of a round-trip transmission. The round trip delay on a network is called latency. 


Suppose the delay over the network were one second—which is fine for normal data access. You wouldn't hear someone speak until a second after they spoke, and they wouldn't hear your reply for two seconds. The conversation would sound like a conversation routed over a satellite— one circling the moon!


With round-trip delays greater than about 300 milliseconds (ms), there is a noticeable delay between speaking and hearing the response from the other end. The conversation becomes disjointed; both parties speak at once, or both are waiting for the other to speak. This effect is noticed on satellite voice connections, where the round-trip delay is about 600 ms.


Networks intended to support voice conversations and other types of interactive applications need to be engineered with a maximum round-trip latency less than 300 ms.


The following tasks take time and contribute to latency:


The device sending the audio typically takes a few milliseconds to encode and send a packet. 


The information must travel the distance of the line. This is called propagation delay. The speed is basically the speed of light, no matter what type of network is being used. For example, it takes about 20 ms to send information between San Francisco and New York. 


The amount of time it takes to put the packet on the line is called transmission delay. Transmission delay is affected by the speed of the media and the size of the packet. 


The length of times it takes a networking device—such as a switch, bridge, or router—to receive a packet before it can send it is called store-and-forward delay. The amount of delay that is introduced depends on the size of the packet, the speed of the media, and the number of such devices along the path.


Any processing performed by the networking device—such as looking up a route, changing a header, or manipulating a packet—is part of the processing delay.


Queuing delay is the amount of time the packet has to wait in line while other packets are transmitted, This can be a major source of delay.
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Methods for reducing latency and associated delay jitter include:


Assigning a higher priority to voice connections. Different types of networks have different methods for assigning priorities. We'll talk about those methods—and their advantages and disadvantages—in the chapters that follow.


Increasing bandwidth. If a packet waits in a queue while other packets are being sent, the latency increases dramatically. You can solve this either by assigning higher priorities to voice packets, increasing bandwidth so all packets wait less, or both.


Using more efficient network devices. Faster devices make for less latency. **However, notice in the preceding figure that the network devices themselves are not a major source of latency.**


Voice compression


Multimedia data (audio and video) has a reputation for being a "space hog" — it takes up lots of disk space. However, human speech can be compressed very effectively without significant loss of quality. This is because there is a lot of unused space between words and our ears do not hear all the details of the sound wave. Also, engineers have been developing better and better ways to compress sound.


Traditional telephone audio is transmitted at 64 kbps (kilobits per second). If you were to store one minute of sound encoded at this rate on your computer, it would take 480 KB (kilobytes) of disk space.


To reduce the amount of information that needs to be sent across the network, the sound is compressed.
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There are a number of standards for voice compression, and new, more powerful compression algorithms are being introduced all the time.


These compression standards have different characteristics and are optimized for different purposes. They are also backed by different companies, so customers will want to make sure all the voice encoding and decoding devices in the network support the same compression standards. 


Most compression standards have numbers beginning with "G.71" or "G.72". For example:


Standard�
Rate�
Comments�
�
G.711�
64 kbps�
Raw voice data with no compression. Also called PCM encoding.�
�
G.723�
8 kbps�
Provides reasonable sound quality. Commonly used for voice over IP. This is the compression standard specified by the H.323 protocol endorsed by Cisco, Microsoft, and Intel.�
�
G.726�(ADPCM)�
48, 32, 24, and 16 kbps�
Provides good compression and sound quality with low complexity. Compression and decompression add little delay. Encodes only differences between adjacent voice samples. This standard is becoming very popular.�
�
G.728�(LD-CELP)�
16 kbps�
Provides good sound quality and compression. Compresses by sending data about voice such as pitch, voice, and amplitude. Decoding is more complex than with other protocols, so this standard is supported mainly by devices containing higher-end (more expensive) DSP chips.�
�
G.729�(CS-ACELP)�
8 kbps�
An enhancement to LD-CELP that provides similar sound quality at a lower bit rate. 


G.729A is a low-complexity version of G.729.


G.729B adds pause compression to G.729.�
�
These algorithms all produce voice at "toll quality" (except for 16 kbps ADPCM) and all have a predictable rate. Note that the compression strategies used for voice-data integration are optimized for human speech. They are not optimized for music or environmental noise.


Silence compression


In addition to compressing actual sound, many voice-data integration products achieve even better compression by removing the silent parts of a conversation.


Normally, only one person speaks at a time. However, a telephone constantly transmits in both directions even when one person isn't speaking. So, at least 50% of a typical conversation is silence. In addition, another 10% of the conversation is typically made up of brief silences between words and sentences.


Silence compression techniques examine the transmission for silent sections. During silent sections, no data is sent across the network. The device on the other end identifies the missing amount of time and replaces it with a synthesized background noise signal. This keeps the line from sounding "dead" when no one is speaking.


Compression for store-and-replay audio


One requirements for two-way voice compression is that compressing and decompressing the voice must happen very quickly. Voice can be compressed even more for one-way transmissions.


For example, if you want to store an audio message that will be played later, you can use an application such as RealAudio to create and play the message. Such tools typically take longer to compress the audio than they do to decompress and play the message.


Planning for bandwidth needs


Because of compression techniques, individual voice transmissions do not require excessive bandwidth. But, many simultaneous voice transmissions can make bandwidth scarce. 


Network administrators must understand the effects of these new technologies on their networks. Some up-front spending to upgrade the network infrastructure is typically required in order to realize a cost-savings in traditional telephone service. 
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Ways to implement voice-data integration


In the following chapters, we'll look at how voice and data can be integrated in the following network environments. We'll examine the benefits of each and the potential difficulties.


IP


Frame Relay


ATM


�
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Voice over IP





About IP networks


TCP/IP is the protocol used to send and receive packets on the Internet, corporate intranets, and many local area networks (LANs). Internet Protocol (IP) routes the packets, while Transmission Control Protocol (TCP) receives those packets and checks them for errors.


The Internet is the biggest and most famous IP network, but there are millions of private IP networks. IP can be used over many kinds of network lines, including ISDN, Ethernet, Token Ring, leased lines (T1/T3), frame relay, ATM, and satellite.


Connecting voice and IP data networks


Many companies hype free long-distance calling through "Internet telephony." While suitable for individuals willing to sacrifice voice quality for cost savings, Internet telephony does not yet provide a business-quality voice connection over the Internet. This is due to the high latency and jitter common on the Internet.


Private IP networks, however, can be engineered and managed to provide the low latency required for two-way voice communication. And, by adding bandwidth allocation and packet prioritization mechanisms to the corporate IP network, the network can provide much better voice transmission quality.


Leveraging existing telephone systems


Corporations want to leverage their existing telephone equipment while cutting telephone service costs. They can do this by connecting an office PBX or other telephone system to the data network through an interface device or card.


�
A typical integrated corporate system might look like this:
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This diagram shows that at each corporate location a PBX system, key telephone system (KTS), or an individual telephone or fax is connected to an interface device. The interface device is connected to the LAN, which is connected to the IP WAN.


Placing a call


To place a call, employees use existing telephone equipment and dial the access number for their interface device, followed by the number for the destination office, and then the extension they are trying to reach.


For example, suppose you are in New York and want to call a fellow employee in San Francisco. If the access number for your office's interface device is 5, the number for the San Francisco office's interface device is 415, and the person you want to call is at extension 4242, you would dial 5-415-4242. There would be no charge for this call other than network overhead costs.
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After you dial the number, the call would sound just like a traditional phone call. If the other phone were busy, you would hear a busy signal or get transferred to a voice mail system. If the other employee answered, you could talk normally.


Using this system, you could also call any number in the San Francisco local calling area for the cost of a local call. Suppose you wanted to call a vendor in San Francisco whose number is 555-9876. You would dial 5-415-9-555-9876. (The 9 may be required to reach an outside line from the PBX.) The company would only pay for the local call from the San Francisco PBX to the vendor.


Interface devices


The interface device may be a dedicated device or a computer containing both a voice interface card and a network interface card. The interface device is connected to both the telephone system and the LAN.


The interface device acts as a gateway between the telephone system and the data network. Typically, the interface device and its associated software perform the following functions:


Stores a list of telephone numbers and their associated IP addresses for all interface devices connected to the corporate WAN.


Checks for an available channel and provides a busy signal if all channels are busy.


Compresses voice into digital data using one of several compression protocols.


Compresses fax transmissions.


Sends the compressed data over the LAN to the IP router. From there, the data travels to the interface device at the office being called.


**May use?** Uses a priority protocol such as RSVP (Resource ReSerVation Protocol) to reserve bandwidth on the network.


Provides buffering to minimize the effects of delay jitter.


Detects and corrects errors to minimize packet loss.


Tracks calls for accounting purposes.


When selecting an interface device, consider features and options such as compression protocols, analog and digital telephone device interfaces, and the number of channels supported.


Using computer-based networked multimedia


Software for advanced applications, such as desktop videoconferencing, can also be used over a corporate IP network. These applications require that special equipment—such as microphones and digital video cameras—be connected to the desktop computer. Since the computer is already on the LAN, they do not require an interface between the office telephone system and the LAN.


Improving voice quality over the IP network


Within a corporate IP network, round-trip latency should be less than 300 milliseconds to support two-way voice communication over the WAN. Ways to minimize latency include making sure sufficient bandwidth is available to all offices, using low-latency routers and switches, and using bandwidth allocation and packet prioritization mechanisms.


Remote offices that connect to the corporate network over the broader Internet must deal with the higher latency usually found on the Internet. This high latency adds delay to two-way voice communication. However, one-way voice communication (voice mail) and faxes can be sent over the Internet using the same interface devices used by offices connected to the corporate IP WAN. So, remote offices connected to the Internet can still save large amounts of money on long-distance charges for faxing.
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Prioritizing packets—RSVP and other methods


Historically, IP provided no way to specify that one type of packet (voice) should get higher priority than another (data). The new Resource ReSerVation Protocol (RSVP) provides a way to reserve IP bandwidth and gives delay-sensitive packets, such as the ones carrying voice and video, priority over data traffic.


RSVP is relatively new, and few routers on the Internet currently support RSVP. However, corporate IP networks that use routers and telephone system interface devices with RSVP will provide much higher quality of voice transmission and make better use of the available bandwidth.


RSVP creates a "reservation request" that tells routers along the path about the bandwidth and quality of service requirements of the data.
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If any router along the path does not support RSVP or cannot provide the requested quality of service, the reservation is canceled. 


Other methods for priority specification over an IP network include bandwidth allocation protocols, such as Weighted Fair Queuing. Some routers also allow system administrators to assign priority levels to specific IP addresses and ports. By giving higher priority to the IP addresses of the interface devices, voice quality can be improved.


RSVP on the Internet?


Within a year, some Internet Service Providers may implement RSVP on portions of their networks. For example, BBN Planet Corporation is planning to make RSVP services commercially available in 1998 using routers from Cisco Systems. However, to truly use RSVP over the Internet, large numbers of routers will need to be upgraded to support RSVP.


Meanwhile, the U.S. government, along with various universities and corporations, are beginning to build "Internet 2," a high-bandwidth IP network that uses the latest technology—including RSVP—to support all kinds of networked multimedia. Eventually, this network will either be available to the public or will be used to transfer new technologies back to "Internet 1."


WinSock 2 for networked multimedia


The new Windows Sockets 2 API lets software developers create applications that can take direct advantage of the prioritization features of the underlying network, such as RSVP on an IP network. For example, a PC-based desktop videoconferencing application could reserve and use high-priority bandwidth.


WinSock2 is available for Windows 95 and Windows NT 4.0. It was developed by a coalition including Intel, Microsoft, Novell, AT&T, Cisco, IBM, Motorola, Netscape, and others—including most TCP/IP stack vendors—so software that uses WinSock 2 is likely to be available soon. 


�



Bandwidth issues


With advanced voice compression, such as that provided by the G.729 (CS-ACELP) protocol (discussed in Chapter 1), a voice channel uses only 8 kbps of bandwidth. This can be further compressed to about 3.2 kbps by using silence compression. The overhead inherent in IP packets increases this to about 7 kbps.


If you are using a compression protocol that uses 16 kbps of bandwidth—such as G.728 (LD-CELP)—the resulting bandwidth per call would be about 14 kbps.


When configuring an integrated network, estimate the number of calls typically in progress from a site at one time and multiply by the bandwidth required for each call. (The average business phone line is used about two hours per day.)


If your network does not support RSVP or another packet prioritization mechanism, you should design the network with extra bandwidth so that data transmissions will not cause latency problems for voice calls.


As the volume of voice transmission increases over IP networks, more bandwidth will be required. The cost of additional bandwidth is more than offset by the savings in long-distance telephone charges and the cost of maintaining two networks.


Configuration Issues


When specifying a system, consider these issues:


Number of voice channels required by each corporate site.


Bandwidth requirements for voice and data traffic at each site.


Current phone system at each site and interface needed for each system.


Operating systems and computers available for interface devices on each site's LAN.


�
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Voice Over Frame Relay





About frame relay networks


Frame relay is a simple, efficient way to connect remote offices to the corporate network and the corporate PBX. It requires less equipment and management resources than other types of networks because companies subscribe to the public frame relay network through a service provider.


Frame relay can be used to send voice packets from one PBX or telephone system to a PBX or telephone system at a remote site. This replaces the need to use separate channel banks or T1 lines for voice and data traffic. It also makes better use of the committed bandwidth rates.
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As a voice-data integration solution, frame relay has these benefits:


Frame relay is used routinely to transport many types of data, including voice. The technology is mature and stable.


The public frame relay network has a high-speed backbone with bandwidth up to 45 Mbps, 600 Mbps, or more. (Medium-speed lines caused problems in early voice over frame relay implementations.)


Since the public frame relay network is reliable, the network does not need to perform error detection and correction as it did with X.25, the precursor to frame relay. This overhead reduction minimizes delay.


Frame relay's dynamic bandwidth allocation allows companies to purchase less bandwidth than with leased lines. Leased lines require companies to purchase the maximum bandwidth needed. Frame relay lets companies set a Committed Information Rate (CIR) for average use and a Committed Burst Information Rate (CBIR) for maximum use. 


If bandwidth needs increase for a few seconds—as is common with data traffic—extra network capacity is used up to the CBIR. However, data sent above the CIR may be discarded if network traffic is high.


Frame relay reduces equipment costs and offloads network management responsibilities to the service provider.


Frame relay was designed to be "protocol transparent," so you can use it to transmit IP data packets or other types of network data.


Priority issues


Some frame relay products allow network managers to assign priority levels to queues and to data frames. Most frame relay implementations, however, do not provide any method for giving voice frames priority to minimize latency. Therefore, voice is typically sent over a separate permanent virtual circuit (PVC) or switched virtual circuit (SVC).


In addition, using smaller packet sizes for lower-priority packets minimizes queuing delay for packets with higher-priority.


Bandwidth issues


If multiple voice connections are needed, customers may need to purchase additional permanent virtual circuits (PVCs). Alternatively, if they have a T1 connection, they can channelize individual 64 kbps lines within the T1 line.


Voice compression, such as that provided by the G.729 (CS-ACELP) or G.728 (LD-CELP) protocols (discussed in Chapter 1), compress a 65 kbps voice signal to 8 or 16 kbps of bandwidth. By using silence compression, voice can be further compressed to about half this rate.


The bandwidth required for a voice call is fairly constant—not bursty like data transmissions. This makes it fairly easy to select an appropriate CIR based on the number of calls you want to support from a site at one time.


Configuration issues


Several companies have developed Frame Relay Access Devices (FRADs) that can monitor PVC usage and network latency. Reports generated by such devices enable customers to optimize their CIR and CBIR. However, if customers are sending voice and data traffic over the same PVC, these devices have no way to differentiate between voice and data frames.


�
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Voice Over ATM





Overview


ATM is a strong candidate for implementing voice-data integration on a corporate network. ATM was designed from the outset to carry multimedia communications, including data, voice, and video.


ATM uses fixed-size cells (53 bytes containing 48 bytes of data). This small size is better for voice traffic than larger cells or cells with variable sizes. If cells varied in size—for example, from 53 bytes to 1 KB—a long cell might make a shorter cell containing voice data wait too long. 


Fixed cell sizes also allow network devices to handle the data more quickly. This is necessary because ATM is optimized for speeds from 45 Mbps to more than 600 Mbps. 
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ATM provides the broadband speed, bandwidth sharing, real-time bandwidth allocation, and scalability necessary for voice-data integration.


In addition, ATM provides two key technologies for implementing voice-data integration: Quality of Service and Virtual Circuits.


Quality of Service guarantees


ATM's Quality of Service (QoS) capabilities prioritizes individual transmissions. This allows ATM to meet the low latency and jitter requirements of voice transmissions. The QoS level may be one of the following:


ABR (Available Bit Rate): Used for connections that do not require timing relationships between source and destination. ABR provides no guarantees in terms of cell loss or delay, providing only best-effort service. Traffic sources adjust their transmission rate in response to information they receive describing the status of the network and its capability to successfully deliver data. 


CBR (Constant Bit Rate): Used for connections that depend on precise clocking to ensure undistorted delivery. 


UBR (Unspecified Bit Rate): Allows any amount of data up to a specified maximum to be sent across the network, but there are no guarantees in terms of cell loss rate and delay.


VBR (Variable Bit Rate): Subdivided into a real time (RT) class and non-real time (NRT) class. VBR (RT) is used for connections in which there is a fixed timing relationship between samples. VBR (NRT) is used for connections in which there is no fixed timing relationship between samples, but that still need a guaranteed QoS.


VBR (RT) and ABR traffic types are best suited to voice traffic. 


The interface from the PBX (or other telephone system) to the ATM router should make QoS requests in order to take advantage of ATM's inherent QoS capabilities. In addition, all routers on the network should support QoS requests.


If customers wish to use ATM to guarantee Quality of Service, they must deal with the following issues:


Virtual circuits


In a network based on permanent virtual circuits (PVCs), connections are pre-defined. 


The next logical step is for the network to intercept each call from the PBX and switch it to the correct destination. This results in better bandwidth efficiency, as it does not rely on traffic following predefined patterns. For such dynamic switching, switched virtual circuits (SVCs) can be used for voice traffic instead of PVCs.


Bandwidth issues


Although more bandwidth is required when more traffic is added to the network, ATM is capable of scaling to high bandwidths. This is one of its primary strengths.
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ABR (Available Bit Rate): A QoS class defined by the ATM Forum for ATM networks. ABR is used for connections that do not require timing relationships between source and destination. ABR provides no guarantees in terms of cell loss or delay, providing only best-effort service. Traffic sources adjust their transmission rate in response to information they receive describing the status of the network and its capability to successfully deliver data. 


ADPCM (Adaptive Differential Pulse Code Modulation): A form of voice compression that encodes only the differences between adjacent voice samples. May have a data rate of 16 kbps or 32 kbps. The standard for this type of compression is G7.26.


ADSL (Asymmetric Digital Subscriber Line): Provides downstream (to customer) bandwidth from 1.5 Mbps to 9 Mbps. Provides upstream bandwidth from 16 kbps to 640 kbps. ADSL transmissions work at distances up to about 3 miles over a single copper twisted pair.


ATM (Asynchronous Transfer Mode): A network technology that uses small, fixed-size packets. It establishes a connection from sender to recipient and sends packets along that connection. ATM is designed to combine the benefits of circuit switching (constant transmission delay and guaranteed capacity) with those of packet switching (flexibility and efficiency for intermittent traffic). 


Bandwidth: The information-carrying capacity of a channel. Bandwidth is measured in bits per second (bps).


BISDN: Broadband ISDN. Uses basic ISDN architecture, but provides bandwidth of 155 Mbps or greater. Currently uses ATM technology over SONET-based transmission circuits.


Bridge: Device that connects and passes packets between two network segments that use the same communications protocol. Bridges operate at the data link layer (Layer 2) of the OSI reference model.


Cable modem: Modem that transmits data over cable wires instead of telephone wires. Provides bandwidth of 3 Mbps to 10 Mbps.


CBR (Constant Bit Rate): A QoS class defined by the ATM Forum for ATM networks. CBR is used for connections that depend on precise clocking to ensure undistorted delivery. 


CDDI (Copper Distributed Data Interface): Implementation of FDDI protocols over shielded or unshielded twisted-pair cabling. CDDI transmits over relatively short distances (about 100 meters), providing data rates of 100 Mbps using a dual-ring architecture to provide redundancy.


CENTREX: Business telephone service sold by local telephone companies as an option to purchasing a PBX. Usually includes features such as call transferring, call forwarding, call hold, and intercom.


CIF (Cells in Frames): Technology from Cornell University that eliminates the overhead of IP when used on a LAN.


CIR (Committed Information Rate): The rate at which a Frame Relay network agrees to transfer information under normal conditions. CIR, measured in bits per second, is one of the key negotiated tariff metrics.


Circuit-switching: Creating a connection in which the full use of the circuit is guaranteed to the users of the circuit. Compare to "Packet-switching."


Codec: A contraction for coder/decoder. A unit that converts an analog signal (such as sound) to a digital signal (data), or vice versa.


Compression: A technique for reducing the amount of data that must be transmitted or stored to convey data, voice, or video information.


CTI (Computer-Telephony Integration): Integrating computer technology into telecommunications devices. Results include modems, voice mail, fax-on-demand, and more.


Delay jitter: Variation in the delay experienced by data. Typically measured in milliseconds or seconds of the largest delay variation.


Ethernet: Physical connection commonly used for LANs. Runs over a variety of cable types and provides bandwidth of 10 Mbps.


E&M Trunking (Ear and Mouth): Used to connect the trunk side of a PBX to other PBXs or to network interface devices. Allows either side to initiate actions.


Fast Ethernet: Any of a number of 100 Mbps Ethernet specifications. 


FDDI (Fiber Distributed Data Interface): LAN standard specifying a 100-Mbps token-passing network using fiber-optic cable. Supports transmission distances of up to 2 km. FDDI uses a dual-ring architecture to provide redundancy.


FPM (Fast Packet Multiplexing): Technique in which bandwidth is dynamically allocated to those channels passing data at the moment. Idle channels receive no allocation. Does not store packet before forwarding it. FPM is faster than SPM because it does not perform error checking.


FRAD (Frame Relay Access Device): Any network device that provides a connection between a LAN and a Frame Relay WAN. 


Frame Relay: A network interface providing high-speed packet transmission with minimum delay. Uses variable-length packets called "frames." Frame Relay is more efficient than X.25, the protocol for which it is generally considered a replacement. Contrast with "Packet."


FXO (Foreign Exchange Office): An interface that allows a network device to emulate a phone so that it can connect to the station side of a PBX.


FXS (Foreign Exchange Station): An interface that connects a standard telephone, fax machine, key telephone system or PBX to a network device.


IETF (Internet Engineering Task Force): Group that discusses and proposes protocols for use on the Internet. The IETF operates under the auspices of ISOC. 


Internet 2: Proposed high-bandwidth IP network implementing newer protocols to support networked multimedia. Being built by major universities.


IP (Internet Protocol): Part of the TCP/IP protocol. IP networks are connectionless, packet-switching networks.


IP Multicast: Routing technique that allows IP traffic to be propagated from one source to a number of destinations or from many sources to many destinations. Rather than sending one packet to each destination, one packet is sent to a multicast group identified by a single IP destination group address.


IPv6 (IP Version 6): A replacement for the current version of IP (Version 4). IPv6 includes support for flow ID in the packet header, which can be used to identify flows. Formerly known as IPng (next generation).


ISDN (Integrated Services Digital Network): Communication protocol, offered by telephone companies, that provides end-to-end digital communication over telephone lines. Allows digital data and voice to be sent simultaneously on two separate channels. Provides bandwidth of 64 kbps or 128 kbps.


Jitter: See "Delay jitter."


KTS (Key telephone system): A set of telephones connected to one or more phone lines. To get an outside line, you must press a button on the telephone to choose a line. If all the lines are being used, you cannot get a line.


LAN (Local Area Network): Privately owned network connecting devices over a limited geographic area. May use TCP/IP, Novell IPX, AppleTalk, ATM, or one of several other protocols.


LAN TV: Video broadcasts distributed over a LAN.


Latency: Total delay time for a round-trip transmission measured in milliseconds or seconds. 


MBONE (Multicast Backbone): The multicast backbone of the Internet. MBONE is a virtual multicast network composed of multicast LANs and the point-to-point tunnels that interconnect them. 


Multicasting: Message distribution technique from a single sender to multiple recipients in which the network replicates the message only as needed to reach all the recipients.


Multimedia: Various types of media. Can include text, pictures, sound, video, fax, and more.


Multiplexer: Device that allows multiple logical signals to be transmitted simultaneously across a single physical channel. 


Networked Multimedia: Term uses to describe the integration of data, voice, video, and possibly other media such as faxes on the same network.


OSI Reference Model: Network architectural model developed by ISO and ITU-T. The model consists of seven layers, each of which specifies particular network functions. The lowest layer is closest to the media technology. The lower two layers are implemented in hardware and software, while the upper five layers are implemented only in software. The highest layer is closest to the user. The layers are:


Physical layer: The actual wires and connections in the network. 


Data link layer: Deals with physical addressing, network topology, error notification, and ordered delivery.


Network layer: Deals with connectivity, path selection, and routing.


Transport layer: Deals with network communication, virtual circuit management, fault detection, and flow control.


Session layer: Manages sessions between applications.


Presentation layer: Deals with data structures used by networked applications.


Application layer: Networked software applications such as e-mail, Telnet, and ftp.


OSPF (Open Shortest Path First): Link-state, hierarchical IGP routing algorithm proposed as a successor to RIP in the Internet community. OSPF features include least-cost routing, multipath routing, and load balancing. 


Packet: Logical grouping of information that includes a header containing control information and (usually) user data. Packets are most often used to refer to network layer units of data. Messages are typically broken into several packets. Some networks use fixed packet sizes; others use variable packet sizes. Packets typically have standard header information that identifies the packet. In contrast, frames contain only data; information about the frames is transmitted on the control plane.


The terms datagram, frame, message, and segment are also used to describe logical information groupings at various layers of the OSI reference model and in various technology circles. 


Packet-switching: Using the connection only during the transmission of a packet. No long-term connection is made between end-points. Compare to "Circuit-switching."


PBX (Private Branch Exchange): A privately owned telephone switching system.


PIM (Protocol Independent Multicast): Multicast routing architecture that allows the addition of IP multicast routing on existing IP networks. PIM is unicast-routing-protocol independent and can be operated in two modes: dense mode and sparse mode.


POTS (Plain Old Telephone Service): Standard telephone service with no bells and whistles.


PSTN (Public Switched Telephone Network): Telephone switching system managed by the local and long-distance telephone companies.


PVC (Permanent Virtual Circuit): Virtual circuit that is permanently established. PVCs save bandwidth associated with circuit establishment and tear down in situations where certain virtual circuits must exist all the time. Called a "permanent virtual connection" in ATM terminology. 


QoS (Quality of Service): Measure of performance for a transmission system that reflects its transmission quality and service availability. 


Router: Network layer device that uses one or more metrics to determine the optimal path along which network traffic should be forwarded. Routers forward packets from one network to another based on network layer information. A router may connect networks using various protocols by encapsulating data within another network's packet format or by removing layers of packet formatting.


RSVP (Resource ReSerVation Protocol): A protocol that supports the reservation of resources across an IP network. Applications running on IP end systems can use RSVP to indicate to other nodes the nature (bandwidth, jitter, maximum burst, and so on) of the packet streams they wish to receive. RSVP depends on IPv6.


RTP (Real-Time Transport Protocol): One of the IPv6 protocols. RTP is designed to provide end-to-end network transport functions for applications transmitting real-time data, such as audio or video, over multicast or unicast network services. RTP provides services such as payload type identification, sequence numbering, timestamping, and delivery monitoring to real-time applications. 


SONET (Synchronous Optical Network): High-speed (up to 2.5 Gbps) synchronous network specification developed by Bellcore and designed to run on optical fiber. Approved as an international standard in 1988.


SPM (Statistical Packet Multiplexing): Technique in which bandwidth is dynamically allocated to those channels passing data at the moment. Idle channels receive no allocation. When receiving a packet, briefly stores it and performs error checking before forwarding it.


SVC (Switched virtual circuit): Virtual circuit that is dynamically established on demand and is torn down when transmission is complete. SVCs are used in situations where data transmission is sporadic. Called a "switched virtual connection" in ATM terminology.


Switch: Network device that filters, forwards, and floods frames based on the destination address of each frame. The switch operates at the data link layer of the OSI reference model.


T1: Digital WAN carrier facility. Provides bandwidth of 1.5 Mbps over 24 channels through the telephone-switching network.


T3: Digital WAN carrier facility. Provides bandwidth of 44.7 Mbps through the telephone-switching network.


TCP/IP: Protocols used for IP networks, such as the Internet, intranets, and many LANs. IP networks are connectionless, packet-switching networks.


TAPI (Telephony Application Programming Interface): Programming interface defined by Microsoft and Intel for PC communications with telephone systems.


TSAPI (Telephony Services Application Programming Interface): Programming interface defined by Novell and AT&T to provide telephony service for networks using Novell NetWare. Allows the LAN server to control the telephone system.


TDM (Time-Division Multiplexing): Technique in which information from multiple channels can be allocated bandwidth on a single wire based on preassigned time slots. Bandwidth is allocated to each channel regardless of whether the station has data to transmit.


UBR (Unspecified Bit Rate): A QoS class defined by the ATM Forum for ATM networks. UBR allows any amount of data up to a specified maximum to be sent across the network, but there are no guarantees in terms of cell loss rate and delay. 


UDP (User Datagram Protocol): Connectionless transport layer protocol in the TCP/IP protocol stack. UDP is a simple protocol that exchanges datagrams without acknowledgments or guaranteed delivery, requiring that error processing and retransmission be handled by other protocols.


VBR (Variable Bit Rate): A QoS class defined by the ATM Forum for ATM networks. VBR is subdivided into a real time (RT) class and non-real time (NRT) class. VBR (RT) is used for connections in which there is a fixed timing relationship between samples. VBR (NRT) is used for connections in which there is no fixed timing relationship between samples, but that still need a guaranteed QoS.


Virtual LAN: Group of devices on one or more LANs that are configured (using management software) so that they can communicate as if they were attached to the same wire, when in fact they are located on a number of different LAN segments. Because VLANs are based on logical instead of physical connections, they are extremely flexible.


Voice-data integration: Sending voice and data over the same data network.


WAN (Wide Area Network): Data communications network that serves users across a broad geographic area and often uses transmission devices provided by common carriers. Frame Relay, SMDS, and X.25 are examples of WANs. 


WinSock 2 (Windows Socket Interface 2) API: Specifies how to write Windows software applications that can take protocol-independent advantage of the features of the underlying network, including ATM's Quality of Service (QoS) guarantees and point-to-multipoint communications.
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